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A little bit history: from VQA to VLP, from pandemic back to normal

1:15 - 1:25 Opening Remarks presented by JJ Liu and Xiaodong He ( Slides , YouTube , Bilibili )

1:25 - 2:15 Visual QA and Reasoning presented by Zhe Gan ( Slides , YouTube , Bilibili )

2020

2:30 - 3:10 Visual Captioning presented by Luowei Zhou ( Slides , YouTube , Bilibili )

2:15 - 2:30 Coffee Break

3:10 - 3:40 Text-to-image Synthesis presented by Yu Cheng ( Slides , YouTube , Bilibili )
3:40 - 4:00 Coffee Break

4:00 - 5:00 Self-supervised Learning presented by Licheng Yu, Linjie Li and Yen-Chun Chen ( Slides

Prerecorded Sessions

4min Opening Remarks [Video]

50min Representations and Training Strategies for VLP [ 11 ]

Robustness, Efficiency and Extensions for VLP  [Video] [Slides]

40min Video-and-Language Pre-training [ 10 ]

Introductionto VLN  [Video] [Slides]

55min Generalizable VLN Methods [ 11 ]
58min Forward to Realistic VLN  [Video] [ Slides]
15min VLN Summary [ 11 ]

Live Session

16:00-17:00 Panel Discussion

(t0) LIVE on Zoom

[Video]

Morning Session
9:00 - 9:15
9:15-10:00
10:00-10:15
10:15-11:00
11:00- 11:45
11:45-12:00
Afternoon Session
13:00-13:30
13:30- 14:00
14:00-14: 30
14:30- 14:45
14:45-15:15
15:15-15:45
15:45-16:15
16:15- 17:00

17:00-17:15

2022

[Bilibili, YouTube]

Opening Remarks

Overview of Image-Text Pre-training [Slides] [Bilibili, YouTube]

Coffee Break & QA
Unified Image-Text Modeling [Slides] [Eilibili, YouTube]

Advanced Topics in Image-Text Pre-training [Slides] [Bilibili, YouTube]

Q&A
Overview of Video-Text Pre-training [ Slides] [Bilibili, YouTube]
Learning from Multi-channel Videos: Methods and Benchmarks

[Slides] [Bilibili, YouTube]

Advanced Topics in Video-Text Pre-training [ Slides] [Bilibili, YouTube]

Coffee Break & QA
VLP for Image Classification [Slides] [Bilibili, YouTube]
VLP for Object Detection [Slides] [Bilibili, YouTube]

Benchmarks for Computer Visioninthe Wild [ Slides] [Bilibili, YouTube]

VLP for Text-to-Image Synthesis

[Slides] [Bilibili, YouTube]

Q&A



heck out our survey paper

Vision-Language Pre-training:
Basics, Recent Advances, and Future Trends

Zhe Gan, Linjie Li, Chunyuan Li, Lijuan Wang, Zicheng Liu, Jianfeng Gao

Microsoft Corporation

{zhgan,linjli,chunyl,lijuanw,zliu, jfgao}@microsoft.com

VQA & Visual Reasoning
Q: What is the dog holding with its paws?
A: Frisbee.

Text-to-Image Retrieval
Query: A dog is lying on the grass next
to a frisbee.

Negative Images

Text-to-Video Retrieval
Query: A dog is lying on the grass next to
a frisbee, while shaking its tail.

Negative Videos
" | sss

Video Question Answerin
Q: Is the dog perfectly still?
A: No.

Figure 1.2: Illustration of representative tasks from three categories of VL problems covered in this
paper: image-text tasks , vision tasks as VL problems , and video-text tasks .

Image Captioning
Caption: A dog is lying on the grass next
to a frishee.

Video Captioning
Caption: A dog is lying on the grass next
to a frisbee, while shaking its tail.

w

Image Classification
Labels: [dog, grass, frisbee]

Object Detection

Segmentation
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VLP
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L Advanced Topics

Image
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- Object Detection

L Segmentation

L Advanced Topics

-l: Architecture

L' Advanced Topics ‘

VQA (Antol et al., 2015);
Show and Tell (Xu et al,, 2015)

- — SAN (Yang et al., 2016);
R BUTD (Anderson et al., 20182)
r = | Relation Net (Santoro et al., 2017);
Luisiciiliy 21t ReGAT (Li et al., 2019d)

Transformer — MCAN (Yu et al, 2019c)

MCB (Fukui et al., 2016);
MEB (Yu et al., 2017)

NMN (Andreas et al., 2016b);
MMN (Chen et al., 2021b)

CLIP (Radford et al., 2021);

r Dual Encoder — ALIGN (Jia et al., 2021)
- LXMERT (Tan and Bansal, 2019);
Two-stage UNITER (Chen et al., 2020d)
~_ Fusion Encoder
ViLT (Kim et al., 2021);
End-to-end T ALBFF (Li et al., 2021a)
. 2 2a):
Big Models - CoCa (Yu et al., 2022a);

GIT2 (Wang et al., 2022d)

. PICa (Yang et al,, 2022d);
LA LTS Flamingo (Alayrac et al., 2022)
OFA (Wang et al,, 2022¢);

WL EE LA |y UniTAB (Yang et al., 2021c)

L Robustness/Knowledge/Multilingual/...

CLIP (Radford et al., 2021);
Florence (Yuan et al., 2021)

RegionCLIP (Zhong et al., 2022);
GLIP (Li et al., 2022h)

MaskCLIP (Zhou et al., 2022a);
GroupViT(Xu et al., 2022)

Knowledge —_ K-Lite (Shen et al,, 2022a)
CV in-the-Wild — ELEVATER (Li et al.,, 2022b)
L Efficient Adaptation/Multilinguall...

—————— HTM (Micch et al., 2019);
r Dual Encoder MIL-NCE (Miech et al., 2020)

VideoBERT (Sun et al., 2019a);

WS ACtBERT (Zhu and Yang, 2020)

|
- Fusion Encoder ,~|:
|-

( End-to-end *_ ClipBERT (Lei et al., 2021b);

MERLOT (Zellers et al., 2021)

———————— HERO (Li et al., 2020b);
\_ Multi-channel Videos = y/pey 0T Reserve (Zellers et al,, 2022)
————— TAN (Han et al., 2022);
__ VLPfor Video | — BridgePrompt (Li et al., 2022i)

VATT (Akbari et al,, 2021);

\__ Unificd Modeling _j— LAVENDER (Li et al., 2022g)

Transferring Image-text Models/
Analysis/Multilingual/...
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A From thel.LMperspective, now we have
A ChatGPIGPT4 fromOpenA] PaLM Bard from Googld,LaMAfrom Meta
A Alpaca, Vicuna, etc. from the opsource community
A And other LLMs from many startups

A From thecomputer visiorperspective, now we have
A SAM, DINOv2, Stable Diffusidmidjourney; etc.
A LLaVAMIiniGP¥4, etc.
A VisualChatGPTMMReAC Tetc.
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Q3: how to do image generation?

Image :
g . Produce visual data
Generation

LLM for language understanding and generation

a dog is running
¥ through the gras

Generalpurpose interface

Q4: how to train multimodal LLM?
Q5: how to chain multimodal exper{s

Image
Encoder with LLM?

Consume visual data

Q1: how to learn image representations?
Q2: how to extend vision models with mqre
flexible,promptableinterfaces?




Agenda today

A Part I: Visual and Visidranguage Pr&raining
A To consume visual data, how to learn a strong image backbone

A Part Il: Towards Generic Vision Interface
A How to design vision interface that is interactive amdmptable

A Part 1ll: Texto-Image Generation
A How to produce visual data that is also aligned with human intent

A Part IV: Multimodal LLM
A How to make an LLM that can see and chat

A Part V: Multimodal Agents
A How to chain multimodal experts with LLM to unlock new capabil




Agenda today

A Part I: Visual and Visidranguage Pr&raining
A To consume visual data, how to learn a strong image backbone



Supervised Learning Contrastive Languagienage Prdraining

|
|
|
|
|
|
Input data Convl Conv2 Conv3 Conv4 Comvs  FC6 FC7 FC8 | ot
RO - Encoder
B B ! JJ R
] : Ti TZ TJ TN
|
........ - g | & ] [ — I Ln LT, ITg Iy
b ‘E; - 1y s — I
A== 13x 13 x 384 13x 13 x 384 13% 13 X 256 I — : — I LTy Il Iyl - Iy
27x 27 x 256 e
. : fl— = o v
55X 55 X 96 L :
] L] ] 1000 1
227%x 227 X 3 4096 4096 |
| 1, i | iy [ e | e | T
> 5]
(x‘ N
———————————————————————————————————— ﬁ O M B BN M BN BN B I BN I BN B BN BN BN BN B N BN BN BN G G I B G I M M S e e S mae e e .
Imageonly (Nonr)Contrastive Learning | Masked Image Modeling
|
Representation | . .
. I N n
' " : | N m =
. | _Encoder | [T ]| pense Relu Dense -»[T ] — | . B B
Maximize
.ﬂ <Augn?:|:?ation similarity : ==E== ’ 0= = i
?:L%ET ——l -——Encoder———Di:_.D—— Dense Relu Dense > [ ] — : AT _>l encoder —> = decoder = ]
' : reoee M v
X; I =
T Transformed Base Encoder l Projection Head I ..... . . .
Images ) al) I input .
Downstream | . B
tasks | B B
: N =



Note that there Is a vast amount of literature on
this topic. Due to time limit, in this tutorialye will
use CLIP as the anchor pgiand only select
papers based on our own preference and
judgement (and surely with our own biag).




Supervised learning

A Mapping an image to discrete labewhich is associated to a visual concept
A Human annotation is expensive, and the labels can be limited

A Privatedatasets created by industrial labs:
A JFT300M, JFBBY, I1G3.6B2 (calledweaklysupervised prérainingin this case)
A Noisy weak supervision, can be very powerful for learning universal image embeddings
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[1] Scaling vision transformers, CVPR 2022
[2] Revisiting weakly supervised graining of visual perception models, CVPR 2022



Supervised learning

A Powered architectures ranging from AlexNet, ResNet, ViT, to Swin, and all the
modern vision backbones @
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AlexNet

Vision Transformer (ViT)
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Contrastive languagenage pretraining

A Learning image representations from webale noisy text supervision
A Trainingssimplecontrastivelearning, and the beauty lies in largeale pretraining
A Downstreamzeroshotimage classification and imagext retrieval
A Image classification can be reformatted as a retrieval task via considering the
semantics behind label names

(1) Contrastive pre-training (2) Create dataset classifier from label text
aussie pup > A photo of Text
Encoder l i i l g . [T Encoder
T Ty Ty
—» 1 LTy | ;T | T Ty .
] Y 2\ t (3) Use for zero-shot prediction Yy v v v
Ll 1 LT LT | LTy | . |LTx T | T | T | | Ty
Image
—> I3 T, | 13Ty | 3Ty | . | I3Ty |
Encoder - mage I LTy | ;T | 1T I Tae
BT —» L vh | hla [ hels 1N
Y
L Iy T, | InTa [ InTa | . |IyTy A photo of
a

[1] Learning transferable visual models from natural language supervision, ICML 2021
[2] Scaling up visual and vistanguage representation learning with noisy text supervision, ICML 2021



Contrastive languagenage pretraining

A The idea is simple, and can be dated back to a long while ago
A In the largescale pretraining era: CLIPand ALIGRI
A Data scalamatters: Models are frequently trained with billions of imaigst pairs
A Batch sizanatters: 32k by defaultylodel sizematters

10 A

Zero-Shot ImageNet Accuracy
N
o

0

)

4X efficiency <

3X efficiency

.-—-""_'4

—

—8— Bag of Words Contrastive ([CLIP)
Bag of Words Prediction
—8— Transformer Language Model
2M 33M 67M 134M 268M 400M

# of images processed

[1] Learning transferable visual models from natural language supervision, ICML 2021

[2] Scaling up visual and vistanguage representation learning with noisy text supervision, ICML 2021

Language is a stronger form of supervision than classi-
cal closed-set labels. Language provides rich information
for supervision. Therefore, scaling, which can involve in-
creasing capacity (model scaling) and increasing informa-
tion (data scaling), is essential for attaining good results in
language-supervised training.

CLIP [52] is an outstanding example of “simple algo-
rithms that scale well”. The simple design of CLIP al-
lows it to be relatively easily executed at substantially larger
scales and achieve big leaps compared to preceding meth-
ods. Our method largely maintains the simplicity of CLIP

Quote from the FLIP paper




How to improve CLIP

A Since the birth of CLIP, tons of folleyw works and applications

____________________

' Contrastive Learning | - 3. Objective functions

____________________

. Image Text > 2. Model design
' Encoder Encoder |
Yoo TATTTTTTTITTIITIIIIATIIYT

' Images Texts :ﬁ > 1. Data scaling up

———————————————————————————



Data scaling up

A Reproducible scaling lavier CLIP training
A Open largescale LAIOXB dataset

Data

Arch. ImageNet VTAB+ COCO

CLIP[>°] WIT-400M L/14 75.5 55.8 61.1

A PretrainingOpenCLIRcross various scales Ours LAION-2B L4 752 546 711
Ours LAION-2B H/14 78.0 56.4 73.4

A DataCompWe know scale matters, how to further scale it up
A In search of the nexgieneration imageext datasets
A Instead of fixing the dataset, and designing different algorithms, the authors propose to

fix the CLIP training method, but select the datasets instead

Choose scale

(((
\

Choose scale:

small, medium,

large or xlarge

Select data

External data
sources

Candidate
dataset

[1] Reproducible scaling laws for contrastive languiagage learning, CVPR 2023
[2] Datacomp In search of the next generation of multimodal datasets, 2023

Train

Train a CLIP model
with a fixed architecture
and hyper-parameters

Evaluate

Evaluate the model
on 38 zero-shot
downstream tasks



Model design: from the image side

A FLIP Scaling CLIP training via masking

A Training still use CLIP loss, without incorporating the MIM loss
A Trick randomly masking out image patches with a high masking ratio, and only encoding

the visible patches

A Resultsturns out this does not hurt performance, but improves training efficiency
A Training is done in 256 TRA3 cores, with LAIOMOOM for 6.4, 12.8, or 32 epochs

contrastive
loss

image encoder text encoder

visible patches text

masked image

Figure 2. Our FLIP architecture. Following CLIP [52], we per-
form contrastive learning on pairs of image and text samples. We
randomly mask out image patches with a high masking ratio anc
encode only the visible patches. We do not perform reconstructior

[1] Scaling languagenage pretraining via masking, CVPR 2023

zero-shot accuracy (%)

69 1

68

~1
—

3.7 speedup

—&—mask 0% (our CLIP repro.)
mask 50%
—©—mask 75%

50 100 150 200 250
training time (hours)



Model design: from the language side

A K-Lite: External knowledge

A The Wiki definition of entities (or, the smlledknowledgd can be naturally used together
with the original alttext for contrastive preraining

| Takoyaki |

A ball-shaped Japanese
dumpling made of batter,
filled with diced octopus,
tempura scraps, pickled

. ginger, and green onion.

Enriching altext with entity descriptions
enhances performance.

Seshimi | Training Data | Method | ImageNet-1K | ICinW (20 datasets)
. - Dataset # Samples | | Zero-shot | Zero-shot Linear Probing Fine-tuning
A dish consisting of
thin slices or pieces of ImaseNet-21K 13M (full) | UniCL 28.16 27.15 53.07 £4.15 55.96 +£250
raw fish or meat. g : 13M (full) | K-LITE 30.23 33.44 53.92 + 105 57.81 + 148
14M (half) | UniCL 34.43 34.30 53.50 £222 56.45 £248
Figure 1: Motivating examples: knowledge YFCC-14M + ijﬁ (Ea}f) E'ETEQ igg; gggg 2’3;2 =2 ggﬁ =16
explains the content of the rare dish concepts. ImageNet-21K (half) “LITE : : 0 £ 366 L Ea%0
27M (full) | UniCL 43.06 35.99 55.96 +1338 58.25 +298
_ 27M (full) | K-LITE 45.67 38.89 57.06 +1.48 58.24 +236
WURDNET 15M (half) | UniCL 41.64 36.31 53.86 £2.73 59.04 £33
Original Query Knowledge : GCC-15M + 15M (half) | K-LITE 44.26 39.53 55.91 +253 58.20 +339
Dataset Construction Acquisition N ImageNet-21K 15M (half) | K-LI1TE® 47.30 40.32 57.38 £270 60.72 £229
@ o 28M (full) | UniCL 46.83 38.90 57.92 £33 60.99 +27
28M (full) | K-LITE 48.76 41.34 58.56 +3.12 63.39 £ 174

[ |
Language-lmage Learning

[
Knowledge-Augmented Language-lmage Learning

[1] Klite: Learning transferable visual models with external knowletigeirlP$022



Model design: improved interpretability

A STAIRLearning Sparse Text and Image Representation in Grounded Tokens
A Mapping images and text to a highm sparse embedding space
A Each dimension in the sparse embedding is a-fsudvd in a large dictionary in which the
predicted nonnegative scalar corresponds to the weight associated with the token
A Better performance than CLIP with improved interpretability

Table 1. Zero-shot text/image retrieval. Reporting recall@K on Flickr30K and COCO.

Visual
Encoder

Text
Encoder

“the bird is perched
on the tree”

slicing cakes qydiﬂona]l:se

; ashore republished
ﬁr coasts
' plumage schieswig

L. ——- . heaches

Original Caption: A seagull standing on  Bride and grooms arms cutting the wed-
the sand of a beach. ding cake with fruit on top.

|
CLIP / ALIGN STAIR I
(dense embedding) (sparse and interpretable embedding) 1
55 1 v | COCO 5K Flickr30K
| text — image image — text text — image image — text
8'2 z::st 1 R@l R@5 R@10 R@1 R@5 R@l0 | R@l R@5 R@10 R@1 R@5 Re@I10
= |
vs. I CLIP 36.2 62.2 722 534 783 85.6 63.0 86.7 92.5 796 955 98.1
08 | branch | STAIR | 41.1 65.4 75.0 577 80.5 87.3 66.6 88.7 93.5 81.2 96.1 98.4
0.7 animal |
oo I
D-dimensional | ) - ;
LTI ‘1 ’?! LT LT ] opecang 1 " ',.nmtlgill{:k g __ ,‘ mtaidetlrlfng“s
| ‘ 2 = TUitS g5
| | | gu |l subspecies wrbulent Iy M flicK o centions
| : waves reintroduced 2 @ cake '
|
|
|
|
|
|
|
|

[1] STAIR: Learning Sparse Text and Image Representation in Grounded Tokens, 2023



Model design: more modalities

A ImageBind One embedding space to bind them all
A Linking all modalities (7 in this paper) into a common space

A A pretrained CLIP is used and kept frozen, i.e., learning other modality encoders to
align the CLIP embedding space

w ‘,)) : W) — Nawrally Aligned IMAGEBIND ﬁ
Images Videos Text Audio Depth Thermal IMU Emergent Alignment l
Web Image-Text w Depth Sensor Data

" o e

1) Cross-Modal Retrieval
Audio Images & Videos Depth Text

<

Crackle of a Fire

<

Baby Cooing

“A fire crackles while a pan of food is frying on
the fire.”

“Fire is crackling then wind starts blowing.”
“Firewood crackles then music...”

“A baby is crying while a toddler is laughing.”
“A baby is laughing while an adult is laughing.”
“A baby laughs and something...”

B
N

[1] IMAGEBIND: One Embedding Space To Bind Them All, 2023



Objective function: fingrained supervision

A FILIPFinegrained supervision
A Still dual encoder, not a fusion encoder

A But compute the loss by first computing the tokesise similarity, and then aggregating

the matrix by max pooling

A Learns worepatch alignment that is good for visualization

Cross-modal Late Interaction 1 Max Image-to-text Text-to-image
— Contrastive Contrastive
Token-wise Similarit P
oKen-wise simillarity z ————Tlu.TZ_ TN 1’1 ;2 ™ IN
- o 1
5! L 5’” T
2. Mean I Ty
—_—
.y ; ; :
. ﬂlxnz o
D Visual Token ---» |mage-to-text -] \\ In TN s Ll
» Text-to-image
D Textual Token T_

0 o Q@@@@@@@@@@@@j

Image Encoder Text Encoder
6@51" D HHDNDH @é
.a. Linear Projection Token Embedding

| | | l | I
.!!k-.ui:!i s b e e

[1] FILIP: Fingrained Interactive Languagmage Prelraining, ICLR 2022

Raw image FILIP CLIP
¢ [
« |5 T
o 3
PR T |
(a) Balloon (5)
Raw image FILIP CLIP
- |
E H EE
b
7 6,67 )
6 |
i b
fm &

(c) Small white butterfly (5, 6, 7)



Objective function: adding a generative branch

A CoCaContrastive Captioner
A Use mixed imagéext and imagdabel (JFBB) data for preraining
A But adding an additional generative branch for enhanced performance and enabling
new capabilities (image captioning and VQA)
A Similar to many visioctanguage models such as ALBEF, with the key difference that
CoCaims to learn a better image encoder from scratch

image captioning &
multimodal representation

ation Multimodal t
:3.1%‘-’La Text Decoder Multimodal
& classification alignment (Tl £
T T / "\ / Text Decoder
Image Unimodal D Image Image Unimodal Image Unimodal
Encoder Text Decoder Encoder Encoder Text Decoder Encoder Text Decoder
1 | | | 1 ! |
image text image image text image text
I Captioning &
Visual Recognition Crossmodal Alignment MulEnn?gzal Bﬂé(;?;?é?nding
(single-encoder models) (dual-encoder models) (encoder-decoder models)
Pretraining Zero-shot, frozen-feature or finetuning

[1] Coca: Contrastive captioners are imaget foundation models, 2022



Objective function: adding a generative branch

A How about using the captioning loss alone?

A VirTexwas proposed to learn image encoders via an image captioning loss, but the
scale is very small (COCO images)

A In CLIPit was also shown contrastive pteining is a much better choice

A In SimVLNMthe authors also found that the learned image encoder was not
O2YLISGAUAGS OUKIY /[LtZ (®GKaQa Ifaz ogKe

A In CaplCapPathe authors argue thatnage captioners are scalable vision learners,
too. Captioning exhibits the same or better scaling behavior.

(an-N
2~
(0p)
(D’

b d whi lyi B [ —
T o Tt s Method | Acc@1 @E] ()l o
v Y
_4. SimCLRv2 (Chen etal., 20203) 79.8 [M,D] [ Cross-entropy Loss ] (causal)

. i - DINO (Caron et al., 2021) 80.1 Cross-attn T[N’ V] Selfoattn mask Cross-attn T[N, VI Selfatin mask
o Tosk: Image Captioning CLIP (Radford et al., 2021) 85.4 eratinmas
Downstream Transfer 1 Example: Object Detection ALIGN (Jla et al 2021) 85.5 Vision Transformer N \/iSion TraAnSIOImen ‘ 5 |
T ca . ” N -
! — SimVLMase 80.6 Transformer Decader Transformer Decoder |
_ L _| Faster ca‘e f

[M,D] [ Cross-entropy Loss ]

o o 3 o N
7] 175} w0 @0
= = = =

SiImVLMigge 82.3

8 : N
SimVLMhuge 83.6 (&) (] ) o]
Figure 1: Learning visual features from language: First, “Asm ;" cow"
we jointly train a ConvNet and Transformers using image-  Typle 5: Ljinear evaluation on ImageNet classifi-
caption pairs, for the task of image captioning (top). Then, . d £-th . N v
we transfer the learned ConvNet to several downstream vi- cat101.1, compared to state-ot-the-art representation Cap
sion tasks, for example object detection (bottom). learmng methods. .
CapPa

[1] Image Captioners Are Scalable Vision Learners Too, 2023
[2] VirTex Learning Visual Representations from Textual Annotations, CVPR 2021
[3] SimVLM Simple Visual Language Model Pretraining with Weak Supervision, ICLR 2022



Can CLIP be combined with other learning approaches?

— Supervised —
+ Learning - ?
Contrastive ImageOnly (NoR)
Languagdmage + Contrastive — ’7
Pretraining Learning
Masked Image — P,
-+ Modeling — .
ImageOnly (NoR)
. Masked | —
Contrastive -+ cerel ITELE — 7

Modeling

Learning



Can CLIP be combined with other learning approaches?

Contrastive
Languagdmage &
Pretraining




Noisylabel+textsupervision

A UniCL Imagetext-label space

A A principled way to use imadabel and imageext data together
A A scaleeup version is thé-lorencemodel

Language-Image

A Learnin ’ "I
: Image C%p !;"»q ® ‘j " Image
Supervised /" o NIQ."E.,_  Bew L 'mag
Leamlng G ! A white A dog A black Twoparrots
| dog looking catis perching on Text
**************************** | sitting on  bashfully sleeping  atree
Learnlng a mapplng functlon ¢ CE | acouch tothe side ona branch
from image to label * SupCon L RN i o R
AN Pros: Broad semantic coverage

Pros: Discriminative visual
representations
Cons: Limited visual concepts

Text Cons: Representations are not
discriminative enough

Label Language-Image-Label Learning

Best of both world:

Discriminative visual representations and
Broad semantic coverage

[1] Unified contrastive learning in imagext-label space, CVPR 2022
[2] Florence: A new foundation model for computer vision, 2021



Noisylabel+textsupervision

A LiT Locking the image encoder
A Use a prerained ViT-g/14 image encoder learned from JBB (magelabel datd
A Then make it opewvocabulary by learning an additional text towenégetext data)
A Just teaches a text model to read out good representations from draieed image
model for new tasks

I
é ) I Design choice comparison SOTA 0-shot comparison
Locked rd;‘\ Unlocked 2y unlocked | (Data: yfcc100m subset) (Data: private)
pre-trained o) pre-trained 'P from-scratch 1 ) g0 —=o=-- e —
_ | o LiT Supervised fine-tuning
\\ ..... r-' W ..... . : P L 1 E 60 -
" . i ] . =
: : _ : : | Q Fine-tuned LiT
I S I s 851 .
| . : . 2 501

o - . . | < - .

2 |a= ? I %‘1 <> {_—Di : % - ﬁ : % w0 From-scratch

E = I £ 1 -1 = = | z 80 1

| | g _CLIP
: : [ : . i : : : : I = 30+ CLIP ALIG.N
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I

[1] Lit: Zereshot transfer with lockedmage text tuning, CVPR 2022



Noisylabel+textsupervision

A MOFI Learn image representations from noisy entity annotated images
A 12E dataThe largest dataset of its kind in terms of the number of entitigs/lion
Images with 2 million entitigs66 times more than JF3B and 1&3.6B

Model GPR1200 ImageNet-ZS
mAP@1k (%) | Acc@1 (%)
CLIP-L/140penar [ 7] 72.19 15.27 Q47128 (Christmas tree) Q871329 (Chevrolet Silverado) Q4842083 (Bagot goat)
MOFI-L/14 86.15 77.17 _ o )
77777777777 ! - Ty -
MOFI-H/14 86.66 78.46 !

(a) Comparison of MOFI and CLIP on GPR1200 image retrieval and Ima-
geNet zero-shot classification tasks.

Dataset # Images |# Classes
ImageNet-1K [+ 1] 1.2M 1K
ImageNet-21K [40] 14M 21K
JFT-300M [4¢] 300M 18K
JFT-3B [7] 3B 30K
1G-3.6B [4] 3.6B 27K
I2E (Ours) 1.1B M

(b) I2E dataset and existing large-scale image classification datasets.

Table 1. MOFI is trained on the newly constructed Image-to-
Entities (I2E) dataset, which has 66x more classes than the previous
datasets. MOFI achieves significantly better performance on the
image retrieval tasks when compared with CLIP.

Figure 1. Examples of the I2E dataset. Each caption is formatted as Entity_id (Entity_name)."

[1] MOFI: Learning Image Representations from Noisy Entity Annotated Images, 2023



Noisylabel+textsupervision

A MOFI Learn image representations from noisy entity annotated images
A For supervised learning, treat entities as labels (2M labels)
ActK2dzaK Ofl aaAOl f 3 xodingage reriovdBaskS FFSOUA GS F2 NJ
A For CLIP, treat entity names as fifeem text, and enrich them with entity descriptions
A Similar to KLite, but in a much larger scale (28M vs. 1B)
A Combine supervised ptteaining and CLIP for multisking
A Strong performance when compared with DINOv2

0,0,..,0,1,0,0,0, .. | = . [ 0,0,..,010,0,0, .. ,
> A = “\ A ’ ; %

- v _ \ o) B e S S \ I
B n B O a8n B e BN E ! 8 Ne
\ ) ‘ Shared | \ " I ; ‘ \

/ Image Encoder \ / Image Encoder \ Text Encoder \ Parameters | / Image Encoder \ / Image Encoder \ I | TextEncoder \

i " | X 5 ’ | S, Am——] i

Text Text
| |
linegs Image (Alt Text, Entity) e TRes (Alt Text, Entity)
Supervised Contrastive (CLIP) Multi-Task (MOFI)

[1] MOFI: Learning Image Representations from Noisy Entity Annotated Images, 2023
[2] Dinov2: Learning robust visual features without supervision, 2023



Can CLIP be combined with other learning approaches?
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Contrastive ImageOnly (NoR)
Languagdmage Bl = Contrastive
Pretraining Learning




A highlevel recap of imagenly (nonr)contrastive learning

A SimCLRA Simple Framework of Contrastive Learning of Visual Representations

tasks

A Given one image, two separate data augmentations are applied
A A base encoder is followed by a project head, which is trained to maximize agreement using a
contrastive loss (i.e., they are from the same image or not)
A The project head is thrown away for downstream tasks
A Nicely connected to mutual information maximization
A A caveat of these line of methods is the requirement of large batch size or memory bank
) |
Representation | contrastive loss contrastive loss contrastive loss
.Xi h; Zj !
_ - ~—Encoder | [T ] pense Relu Dense -»[ T[] — : qk qk qk
2 Data Maximize |
E Augmentation similarity | q k q k q k
l:)rglnal< —ﬂ ++—Encoder —_ L pense Relu Dense > 1] — :
mage X: hi g | encoder q encoder k encoder sampling encoder m;::;(;zt::‘l
T : o I
Transformed Base Encoder Projection Head memory
Images f(.) l [+[@] : 3;‘1 a’;k a;q bank xq gjk
Downstream | (a) end-to-end (b) memory bank (c) MoCo
:
|

[1] A Simple Framework for Contrastive Learning of Visual Representations, ICML 2020
[2] Momentum Contrast for Unsupervised Visual Representation Learning, CVPR 2020



Imageonly (Nor)Contrastive Learning

A Recent SSL methods relieve the dependency on negative samples
A The use of negatives can be replaced by asymmetric architec&ivesLGimSian,
dimension decorrelation Barlow twing, and clusteringg\WayDINQ), etc.

similarity loss:
Q -pzlogpi
predictor h stop-grad :
softmax
encoder J encoder f student gos 4, | teacher g6t
- " (=) (%)
image T °

Figure 1. SimSiam architecture. Two augmented views of one
image are processed by the same encoder network f (a backbone
plus a projection MLP). Then a prediction MLP h is applied on one
side, and a stop-gradient operation is applied on the other side. The
model maximizes the similarity between both sides. It uses neither
negative pairs nor a momentum encoder.

Figure 2: Self-distillation with no labels. We illustrate DINO in
the case of one single pair of views (x1, x2) for simplicity. The
model passes two different random transformations of an input
image to the student and teacher networks. Both networks have
the same architecture but different parameters. The output of the
teacher network is centered with a mean computed over the batch.
Each networks outputs a K dimensional feature that is normalized
with a temperature softmax over the feature dimension. Their
similarity is then measured with a cross-entropy loss. We apply a
stop-gradient (sg) operator on the teacher to propagate gradients
only through the student. The teacher parameters are updated with
an exponential moving average (ema) of the student parameters.

[1] Bootstrap your own later new approach to seffupervised learnindyeurlP020

[2] Exploring simplsiameseaepresentation learning, CVPR 2021

[3] Varianceinvariancecovariance regularization for sedtipervised learning, ICLR 2022
[4] Barlow twins: Selupervised learning viaedundancy reduction, ICML 2021

[5] Unsupervised learning of visual features by contrasting cluster assignienisP 020
[6] Emerging properties in sedtipervised vision transformers, ICCV 2021



Can CLIP be combined with other learning approaches?
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How to combine CLIP with imagely SSL?

A DeCLIPsupervision exists everywhere

A Selfsupervised learning on each modality: Imager(Sam Text (MLM)

A Multi-view supervision and Nearesgeighbor supervision
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[1] Supervision exists everywhere: A data efficient contrastive langimagge pretraining paradigm, ICLR 2022
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Combining vision-language and self-supervised
learning improves data efficiency significantly



How to combine CLIP with imagely SSL?

A SLIPSelfsupervision meets languagmage pretraining
A Simply combin&imCLRnd CLIP for model training
A SLIP outperforms CLIP on both zshmt transfer and linear probe settings

Uncurated Data

Figure 2. Illustration of SLIP, our multi-task framework. An im-
age model has access to and can be trained with both language
supervision from captions and self-supervision on images.

[1] Slip: Selsupervision meets languadgmage pretraining, ECCV 2022

Zero-shot Transfer
0,

sSsL  NOT SUPPORTED

35 40 45
Linear Classification

|

SLIP

60 65 70 75
ImageNet Acc (%)

+8.1%

Figure 1. SLIP pre-training on YFCC15M. Combining image-
only self-superivsion and image-text supervision simultaneously
improves zero-shot transfer and linear classification on ImageNet.



How to combine CLIP with imagely SSL

A xCLIPMake CLIP neoontrastive using techniques from imagaly SSL
A Without using negatives, ensure ndrvial solutions via sharpness and smoothness

regularization

A CLIP works under 53@m, butnCLImeeds project each modality to 32km

«—> attract <---»> distract

512A—dim 512;dim ( 32768-dim 32?6§—dim \
e I O 1 (1
0 S O I e, O I
Projection Projection Projection Projection
Language Image Language Image
Encoder Encoder Encoder Encoder
texts images texts images
CLIP \ nCLIP )

Figure 1. Architecture comparison between CLIP and nCLIP.

[1] NonContrastive Learning Meets Langudgeage PreTraining, CVPR 2023

OnlynCLIRs not enough for

<«———— strong performance, need to be
used together with CLIP, i.e.,
XCLIR= CLIP nCLIP



